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Abstract
Revealing the feature dimensions relevant in distinguish-
ing and recognising natural scenes holds the key to un-
derstanding those features most important in driving our
ability to perceive, recognise and adapt to changes in
our surrounding environment. Previous work revealed
the feature dimensions utilised in driving similarity judge-
ments of a large set of stimuli from the THINGS dataset
using a triplet odd-one-out similarity task. Here, we
developed a similar approach to reveal feature dimen-
sions relevant in driving similarity judgements from in-
dividual participants and stimuli from the Natural Scenes
Dataset (NSD). Using similarity judgments from a multi-
ple arrangements method, we train sparse positive sim-
ilarity embeddings to predict pairwise similarities over a
set of 100 diverse natural scenes. The resulting embed-
dings are capable of reproducing similarity judgements
for each subject with a high degree of accuracy, with
an average Spearman’s correlation between embedding-
predicted RDMs and RDMs produced by traditional itera-
tive weighted averaging of similarity judgements of 0.88.
Inspection of the resulting embeddings reveals the key
feature dimensions driving these similarity judgements.
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Introduction
Our ability to distinguish and recognise stimuli has long been
thought to rely on the level of similarity between them (Ashby
& Perrin, 1988; Ashby & Townsend, 1986). Revealing the
features most commonly utilised in driving similarity judge-
ments of stimuli would therefore help us identify which fea-
tures drive our overall perception and recognition of visual
scenes. Hebart et al. (2020) previously revealed common
feature dimensions used in discriminating between simple ob-
jects from the THINGS dataset (Hebart et al., 2019) using sim-
ilarity judgements from a large group of participants perform-
ing a triplet odd-one-out task. While useful for revealing the
core feature dimensions that are shared across people, the
number of data points required to estimate similarities using
a triplet odd-one-out task makes it challenging to investigate
feature spaces in individual participants for even moderately
sized stimulus sets. To circumvent this difficulty, we devel-
oped a similar embedding strategy applied to similarity judge-
ments collected using a multiple arrangements (MA) proce-
dure (Kriegeskorte & Mur, 2012). The MA procedure is effi-
cient at capturing the multidimensional representational space
of similarities in individual participants, and these predict the
unique nature of brain representations (Charest et al., 2014),
but it does not allow the comprehensive understanding of the
underlying dimensions offered with the technique developed
by Hebart et al. (2020). Therefore, developing an approach
combining the sparse positive similarity embeddings with data
collected using the MA method offers the advantage of re-
vealing rich feature dimensions capable of explaining individ-
ual differences in visual representations. Here, we present a

hybrid approach where MA data was modelled using embed-
dings for a set of 100 natural scene stimuli in eight different
individuals, measured in the Natural Scenes Dataset (NSD)
(Allen et al., 2022).

Methods

Multiple Arrangements method

The 100 natural scenes were chosen such that their caption-
level representations (as indexed using a deep averaging net-
work; (Cer et al., 2018)) summarised the richness of the se-
mantic representational space of NSD stimuli. The judgments
were acquired using a computer-based MA method (imple-
mented in the browser; https://meadows-research.com), in
which the participants arranged the images on a screen
by mouse drag-and-drop operations. Participants were in-
structed; “Please arrange these natural scene images accord-
ing to the similarity of their content” such that the distance be-
tween any two images reflected their perceived dissimilarity.
This multiple arrangement method uses adaptive selection of
image subsets during measurement to estimate the similar-
ity perceived by each individual. During the MA method, a
partial representational dissimilarity matrix (RDM; (Kriegesko-
rte et al., 2008)) is obtained after each trial, and the multiple
partial matrices are combined using an iterative weighted av-
eraging (IWA) procedure to provide a single RDM describing
the perceived similarity between all pairwise combinations of
stimuli for each subject (Kriegeskorte & Mur, 2012). This IWA
generated RDM will serve as a reference point to assess the
quality of RDMs estimated from our sparse embeddings.

Generating triplets from MA data

For a given trial a triplet of stimuli is selected. The euclidean
distance between each pairwise combination of stimuli in this
triplet is calculated. The pair with the smallest distance be-
tween them is labelled as the most similar pair of items in the
triplet. This is repeated for all possible triplet combinations of
the trial data, and repeated for every completed trial.

Training Sparse Embeddings

The triplets were used to train a neural network framework
initialised with a sparse embedding layer consisting of a 100
x 90 matrix, with each row corresponding to a different item,
and each column representing a potential feature dimension
(Murphy et al., 2012). For a given stimulus triplet, the pairwise
similarity of two items in that triplet is given by the dot prod-
uct of their corresponding row vectors. The softmax of these
dot products is taken as the pair of stimuli most similar in the
triplet according to the model. This is repeated for each triplet,
and the model predictions are compared with the most simi-
lar pairs taken from the MA data. Categorical cross entropy
between the two distributions of similarity judgements is taken
and backpropagated to update the embedding weights such
that they converge to approximate a subject’s feature space
(Figure 1).
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Figure 1: Data from the MA task is used to learn sparse em-
beddings that predict similarities.

Results
Embeddings recover representational geometries
A pairwise dissimilarity value for each item pair was predicted
by taking the average probability that a given pair of stimuli is
seen as the most similar over all possible triplets in which they
occur and subtracting it from 1. RDMs containing model pre-
dicted pairwise distances were then compared to IWA RDMs
for each participant. The Spearman R values between RDMs
were 0.92, 0.90, 0.88, 0.87, 0.87, 0.91, 0.86, 0.85 from subject
1 to subject 8, respectively. On average, this correlation (mean
r=0.88) suggests that the model is capable of accurately re-
producing the subjects’ multidimensional space of similarities.

Inspecting Emergent Feature Dimensions
For each set of trained embeddings, the dimensions seen
as most influential were inspected by taking the 5 highest
weighted stimuli in each, providing a set of interpretable fea-
ture dimensions commonly used in distinguishing between
natural scenes. Clear features are obvious across each di-
mension, relating to animacy, food, transportation, people, in-
door and outdoor scenes. The dimensions presented in Fig-
ure 2 are those which were most common across all individual
subjects.

Emergent Dimensions are Sparse
For each subject; models were re-initialised with a sparse em-
bedding matrix with only 1 potential feature dimension (100 x
1) and trained again. This was repeated multiple times, with
an additional dimension added each time such that for each
subject, we had 90 sets of embeddings ranging from 100 x 1
to 100 x 90 in shape. Each of these embeddings were used
to generate another RDM of model-predicted similarity judge-
ments and compared with that from IWA. This showed that
relatively few (6 to 7) dimensions were required to fully ex-
plain RDMs for each subject. These findings are consistent
with those of Hebart et al. (2020) suggesting that the feature
space used in making similarity judgements is sparse, with
few dimensions driving these judgements.

Figure 2: The top 5 stimuli in the 6 most common dimensions
across subjects.

Discussion and Future Direction
The aim of this project was to generate a set of interpretable
dimensions capable of revealing the key features used when
distinguishing between natural scenes. Not only were there
clearly observable semantic themes in the highest weighted
dimensions, but they were capable of reproducing subject-
generated similarity judgements with a high degree of ac-
curacy, suggesting that these dimensions are relevant and
utilised by our individual participants. The sparse nature of
these dimensions is consistent with the findings of Hebart
et al. (2020) indicating that relatively few dimensions are re-
quired to fully explain the percieved differences between stim-
uli. When considering the rich nature of natural scenes, it is
worth noting that not all “semantic” features present in each
dimension may be immediately observable to the interpreter.
The presence of clear, outstanding features such as animacy
or setting may occlude our ability to spot more subtle fea-
tures. Additionally, the use of only 100 images puts a con-
straint on just how interpretable these dimensions can be, as
while the set of stimuli covers a wide range of semantic fac-
tors, these factors are not densely populated by stimuli. Inter-
preting inter-subject idiosyncrasies also suffers as a result of
the small stimulus set, as it limits the number of interpretable
dimensions in a given subject space to compare with another.
Future work should replicate and extend the present findings
using a substantially larger set of stimuli.
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